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Abstract

Improvements in scanning technology and graphics hardware make it incr easingly sensible
to use point sets instead of meshes to represent 3D objects. Methods are described to process
scanned data to reduce noise, de¯ne an in¯nitely smooth surface and even out sampling density.
Also, a rendering system is presented that makes use of the other processing to e±ciently
display images of a quality superior to many former approaches like splat ting.
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1 Introduction

Improvements in the performance of graphics hardware have made it possible todisplay scenes in
an increasingly detailed manner. Consequently, the geometry that represents the displayed objects
internally is often chosen to be so ¯ne-grained that their primitives (like tri angles) may contribute
to less than one pixel when rendered. Technological advances have also taken place with respect
to devices that optically scan physical objects, making it possible to skip the manual modelling of
their digital representation.

The authors of the paper[2] that this seminar work is based on conclude from the above that it
makes sense to both de¯ne and render surfaces using point sets instead of converting them to meshes
or similar constructs. They advocate a set of methods that ¯rst transform the original point set
obtained by scanning into one that approximates the assumed underlying surface (reducing noise
in doing so), then resample the resulting set to meet the rendering stage's requirementsconcerning
point density, and eventually render the picture using methods similar to the system QSplat[12],
but improving upon it by making use of data gathered in the surface approximation.

After a quick overview over 3D model acquisition methods, alternative ways to deal with their
imperfection are presented which contrast with the techniques that will be the focused on later.
Then the three mentioned stages get to form their own sections each: The transformation will
be described that consolidates the given set of points and thereby implicitly de¯nes thesurface
in question. Methods follow that improve conditions for rendering, and such that facilitate and
improve the rendering process itself are suggested. Finally, an evaluating summary of the previous
chapters and a short outlook on possible and required extensions conclude the paper.

1.1 Notation

Throughout the following text, lower-case variables formatted in bold print (` r ') signify points or
vectors 2 R3. Other lower-case variables (f̀ ') are scalars or functions. Upper-case letters (M̀ ')
may stand for sets of points½ R3, i.e. scattered sets, planes or other surfaces.

2 3D Model Acquisition

As already suggested, the scanning of physical objects saves the e®ort otherwise required for manual
modelling of their digital representation, e.g. with meshes. Some ways how a rawpoint set that
resembles the volume whose surface is ultimately to be rendered may be acquired arethe following:

² Laser Triangulation
Lighting an object with a linearly moving laser beam (i.e. one that scans like a CRT monitor
is lit), a camera that is positioned apart from the laser source can record its perception of the
beam's distorted way, that would be assumed to move linearly as well in case the lit surface
were °at. Evaluating the perceived path of the laser point, the surface can be extrapolated
{ see ¯gure 1 for an outline view. Another variant uses a mirror to broaden the laser beam
to a stripe whose deformation can then be recorded instantly.
If laser and camera are themselves allowed to move, e.g. revolving around the object to be
scanned, this technique is not limited to application to `one-sided' surfaces like faces.

² Touch Probing
Manually moving a kind of robot arm with several joints to a certain position makes it
possible to measure the angles at which those joints are currently tilted. Oncethe arm's
`¯nger' has reached one position to be scanned, the set of angles may be evaluated and the
resulting 3D coordinates (relative to the robot arm's base position) saved. In a way, laser
triangulation equipment could be mounted on such an arm, combining the two techniques.
Instead of manually moving the arm, a robot could automatically touch the model. This is
especially suited when it can be done with a simpler construction than a multiply jointed
arm, e.g. with quite °at surfaces, where a simple 2D grid can be traversed andthe depth
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Figure 1: Laser Triangulation: A laser L emits a ray at an angle® towards a surfaceS. Camera
C records the angle of sight̄ at which it `sees' the laser beam hit the surface, so that positional
(and especially depth) information can be derived using the known positions of laser and camera.

Figure 2: Moir¶e Fringe Contouring: Light source L lights surface S through a grating device,
cameraC views the object through another. The result is a picture like the one on the right,from
which depth information can be derived.[1]

for each grid point determined. Automation and limited size has the advantage of added
precision: Coins, for example, require several hundred dpi to be adequately represented.

² Structured Light (here: Moir¶e Fringe Contouring )
When grids or lines are superimposed, so-called Moir¶e patterns occur. Lighting an image
through such a grid and at the same time viewing it through one, a three-dimensionalobject
will show a pattern of light and shade contours that allow interpretation as to its surface
structure, especially when several pictures with a slightly moved lighting grid are compared.
See ¯gure 2 for a sketch of the scanning set-up and an example picture.

² Photogrammetry
Like the human brain does, two photographic pictures taken from di®erent angles canbe
compared to ¯nd out how they correlate (i.e. which pixel regions in one depict the same
part of the actual object in the other) and then derive depth information for each pixel by
measuring its distance to its counterpart if the two pictures were superimposed.

² Tomography
Widely known for medical applications, tomographic scanners create two-dimensionalslice
pictures of objects. Although they also provide information about the scanned object's
internal structure, one can obviously derive information on its surface coordinates.
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In the remainder of this paper, the existence of an initial point set gathered by whatever means
is taken as granted; the mentioned or other methods suited to accomplish this taskwill thus receive
no further treatment.

Once acquired, however, the point sets are rarely ready for rendering: Measurement noisemay
have added erratic errors to the resulting data, various regions may not have beensampled densely
enough for some reason, whereas others may have been multiply scanned and thus be redundantly
represented. In the following, methods for the conditioning (i.e. consolidation andresampling) of
raw point sets are motivated in more detail and then exempli¯ed, with special emphasis on the
techniques described in [2].

3 Consolidation

3.1 Motivation

A common approach of handling the point sets acquired by scanning a three-dimensional object
is to convert it to a triangular mesh. This lack of preprocessing may, of course,easily let the
triangulated model end up being rough or even topologically not equivalent to the intended object,
e.g. by having tunnels where there should not be any. Reasons for noisiness of data that has the
mentioned e®ects are manifold:

² physical imprecision of the scanner,
² digital quantization by the scanner,
² specular e®ects on the object,
² interre°ections from one part of the object to another

and others. Therefore, smoothing or topological conversions are often necessary. Some aspects
to look for in algorithms proposed to get rid of raw data's shortcomings are the following, in part
listed in [4]:

² Quality
{ Smoothness where it is required without sacri¯cing detail at edges or spikes that are

intended to be sharp.

{ Using redundancy in the scans to reduce noise.

{ Taking into account physically justi¯ed con¯dence variations, i.e. having the result ing
surface closer to points that have been measured under good scanning conditions than
to those on fringes or in topologically unclear regions.

{ Robustness also to more serious errors than merely noise.

{ The possibility to extrapolate the object's features to areas not covered atall by any of
the scans.

{ Applicability not just to special topologies like volumes that are homeomorphic to
spheres.

{ Absence of any dependence on external knowledge on how the object looks like, topo-
logically or otherwise.

² E±ciency
{ Taking little processing time.

{ Requiring little memory for data representation.

{ Yielding a representation that enables quite direct rendering.

{ Incremental updating of the result, i.e. incorporating a scan done later on without a
bias toward the original data.1

1Apart from the possibility to parallelize the process, incr emental algorithms may allow to choose the parameters
of the next scan depending on where data is most needed.
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The methods that are in this paper's focus will not address all of these concerns, yet atleast
some are covered. Before discussing their details, examples of other approaches that people have
taken should be mentioned. More than this, two notions are described as littlecase studies to
be able to evaluate their advantages and disadvantages, the idea being that contrasting the latter
with the nice features of pure point set approaches will further motivate those.

3.2 Alternative Techniques

Excursus: Generative Model Fitting

One possibility to represent surfaces is to usegenerative functions, e.g. a parameterized curve that
describes the surface by the path it takes when the positional parameters change. In[11], the
authors suggest an algorithm that is fed a hierarchy of basic shapes of saidtype as well as a point
set. It compares the latter with a root object and ¯nds new candidates of generative functions
that might better approximate the set.

Over the course of this ¯tting process, which can be thought of as creating and traversing a
tree, existing bivariate formulae are extended by replacing constants with functions. Starting with
a cylinder as a root object, the initial formula might look like this:

Object(u; v) =

2

4
c1u

c2 + c3 sinv
c4 + c5 cosv

3

5 ; c2 = c4 = 0 ; c1 = c3 = c5 = 1 ; u; v 2 [0; 1]:

In this very simple example, the given point set may represent a banana-shaped object. The ¯tting
algorithm will thus probably ¯nd that

² c1 should be increased in order to get a more stretched cylinder,
² then c2 can be replaced by a function ofu to get a bend upward at the cylinders' ends,
² and that some c3 and c5 may do the job of closing those ends similar to a cone.

These transformations continue, each time with the next best approximationfound, until any
of the changes `in store' seem to only worsen the object's representation. After some ¯nishing
touches for the sake of smoothness, the algorithm exits.

This technique's most fundamental problem is, of course, the requirement to have a database of
functions among which some should be found that together resemble the object in question closely
enough. For the moment, only very basic shapes seem to be realizable in this way.

On the other hand, what it lacks in °exibility, it probably makes up in robustness, as it cannot
greatly divert from the functions that it knows. This additional information stored in the database
of shapes is very helpful in the reconstruction of objects whose scan data is very incomplete, as
¯gure 3 shows. Another advantage is that, while the models may look quite arti¯cial, they are
certainly quickly rendered because the model is compactly represented as a bunch of functions that
(or whose derivatives) can be evaluated at any point as required for rendering.

In a way, generative modelling algorithms do not actually process the points,but only take them
as a guide to help ¯nd the right generative model. A more popular approach is to incorporate the
given point set into a mesh, just like those that are often used for manual modelling. The following
shall exemplify how noisily scanned data can be combined to a volume's single representation by
merging meshes derived from multiple scans.

Excursus: Consensus Surfaces

As already mentioned, certain scanning methods yield scans of di®erent `sides' of an object. Even
if all these scans have been triangulated on an individual basis and transformed into a common
coordinate system, they still need to be merged into a single mesh. This task isnot trivial because
the points spanning the border regions of those various meshes will most probablynot be in perfect
alignment with their counterparts from the neighbouring mesh.

The method suggested in [14] circumvents this problem. First of all, the authorsnote that a
basic important information for the de¯nition of a spacial object is to be able to tell of a point
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Figure 3: Generative Model Fitting: The above are direct renderings of various objects' scanned
data, the bottom ones show the models resulting from the algorithm presented in [11].

whether it is outside or inside an object. If one already had a perfect mesh, this could be determined
using the triangle that is closest to the point in question, namely by scalar multiplication of
vectors: If the normal of the closest mesh point is directed towards the pointwhose nature is to
be determined, it must be lying outside the surface.

Conversely, given a ¯ne grid of points, one could ¯nd those close to the surface(s) and compute a
mesh over them, e.g. using the marching cubes algorithm. A su±ciently intelligentimplementation
will do so without checking out all the points: If not only the question about w hether a point is
outside or inside a volume is answered but also its distance to it (in combination called the signed
distance), all points within about that distance need no further checking. Doing this e±cient ly
would allow an almost arbitrary number of volumes to be detected, as the densityof the underlying
grid would simply have to be increased to one that makes it possible to distinguish between the
volumes in the scene.

The need for improvement arises from the problem that occurs when misaligned meshes form
the basis of the described naive signed distance method: The closest triangle may exist due to
noise and thus yield wrong information, resulting in an erratic classi¯cation of points to be inside
or outside of a volume and, ultimately, a surface with all kinds of unintended features like holes,
spikes etc.

The novel approach presented in the mentioned paper is based on the notion to use the redun-
dant information locally available on the general appearance of the surface in question: Given a
point, nearby scan observations are compared with respect to their location and orientation. If
they match more than a speci¯ed bound, they are considered to be of the same surface. Incase
a su±cient number of observations support each other by similarity, the surface they describe is
interpreted as part of the object to be modelled { otherwise they are discarded as noise. The
remaining `quali¯ed' surfaces are then averaged to produce aconsensus surface.

The ¯nal algorithm includes some meliorations of this basic idea: For example, instead of
simply adding up the numbers of agreeing and disagreeing neighbours, a con¯dence value is used
for weighing the quorum's votes, which is calculated by multiplying the surface normal at the given
point with the vector from that point to the scanning device. This makes sense as data intuitively
seems most reliable when it was scanned `head-on', a sideways perspective (of 90±) will not count
at all.

Figure 4 shows the improvement achieved by the described method in its re¯ned form.
Considering that the e®ort involved in the described method is to a great part necessary due

to noise, a prudent alternative seems to be a pre-processing of the point set and consolidating it
into a smoother representation of the original surface. Changing the point setbefore any de¯nition
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Figure 4: Consensus Surfaces: The upper pictures are some of the triangulated input scans used for
the bottom results, among which the pictures on the left are yielded by the naive signed distance
algorithm and those on the right result from the consensus surface method.

of a surface has taken place, however, requires to depend on local features, most prominently the
position of other points close-by.

3.3 MLS Projection

The procedure described in this section is referred to asMLS projection by its designer, according
to whom MLS may for instance, as stated in his original work [6], stand for moving least squares
in reference to fact that the repeated minimization of a sum of weighted squares isinvolved { but
this will become clearer later on.

Given a set of points P = f p1; : : : ; pn g obtained by sampling (potentially noisily measured)
of a surfaceSorig , MLS projection ¯rst approximates a C1 -smooth surfaceSP and then projects
points assumed to be close toSorig onto it. If we simply take the given pi , a new set of points
f q1; : : : ; qn g is yielded (see ¯gure 5 for a two-dimensional example). Actually,SP does not need
to be constructed as a whole, as for each point to be projected,Sorig is approximated locally in
such a way that the projection can take place within that local context.

The steps required to ¯nd the MLS-projected point r 0 for a given point r are the following:

i) Find an approximation of the tangent plane toS near r as reference domain

This plane H will serve as local reference domain in the next step and is de¯ned so as to
minimize the sum of its squared distances to thepi , weighted in a way that makes points
more important if they are closer to r 's projection onto H :

H := f x jn ¢x = dg;

where

(n ; d) = arg min (n ;d)

(
nX

i =1

(n ¢pi ¡ d)2µ(jjpi ¡ r H jj )

)

; (1)

n with jjn jj = 1 being a normal of H and wherer H is r 's projection onto H (see ¯gure 6).
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Figure 5: Removal of noise by MLS projection (2D): The light points are the original samples, the
dark ones their projections on the MLS curve

Figure 6: Finding the plane to serve as ref-
erence domain

Figure 7: Local polynomial approximation
of the implied smooth surface
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Figure 8: MLS projection of a wood-carved statue: The surface on the left is the result of a low
choice for parameterh, whereas on the right a high value led to smoothing of the actual carving
features (losing ¯ne details like hair, as well), but also of potential noisefrom the scanning process.

µ is a smooth, radial, monotonously decreasing function that, as it will also be used in the
next step, can be used to calibrate the later result's perceived smoothness, and is suggested
to be a radial Gaussian

µ(x) = e¡ x 2

h 2 ;

where largerh lead to more extreme smoothing.h should thus roughly equal the expected or
intended minimum feature size.

The fact that the distance to r H is used, and not that to r itself, is important in making the
mapping an actual projection.

ii) Find a bivariate polynomial approximation to Sorig local to r as local mapping

Let g(x; y) be that polynomial, pH
i the projection of pi onto H , (px

i ; py
i ) the representation of

pH
i in a local coordinate system onH and f i = n ¢(pi ¡ r H ) the height of pi over H (see ¯gure

7), then g's coe±cients must be chosen so that the deviation of thepi from the polynomial
surface (again weighted according to their distance tor H ) is minimized, i.e.

g = arg min g

nX

i =1

(g(px
i ; py

i ) ¡ f i )2µ(jjpi ¡ r H jj ): (2)

The polynomial g's degree remains open for now. The in°uence of the weight functionµ's
parameter h on the resulting picture is shown in ¯gure 8.

iii) Project r onto SP

SP has implicitly, yet locally, been de¯ned in the previous step, and r 0 = r H + g(0; 0) ¢n is
the projection of r onto SP .

Explicitly, SP is the set of points that, using the given projection procedure, would end up
projected onto their own position. If µ 2 C1 , SP is also in¯nitely smooth.

3.4 Practical Aspects

Finding H

One possible strategy to solve the non-linear optimization problem of ¯ndingH involves setting
r H = r + tn for some optimal t 2 R yet to be found. As the weight function approaches zero for
t ! 1 because the whole sum (1)'s global minimum will also be achieved for a planeH that is
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in¯nitely far away, we additionally normalize it using the sum of all weights :

nX

i =1

(n ¢pi ¡ d)2µ(jjpi ¡ r H jj ) =
nX

i =1

(n ¢pi ¡ n ¢r H )2µ(jjpi ¡ r ¡ tn jj )

=
nX

i =1

(n ¢(pi ¡ r ¡ tn ))2µ(jjpi ¡ r ¡ tn jj )

Ã
1

P n
i =1 µ(jjpi ¡ r ¡ tn jj )

nX

i =1

(n ¢(pi ¡ r ¡ tn ))2µ(jjpi ¡ r ¡ tn jj )

As intuitively, H should be close tor and thus t small, the aim of ¯nding the global minimum can
be rephrased as to ¯nd the local minimum with smallest t. Setting t = 0, the minimal n can be
found by equating the sum's derivative (which is linear in n ) with zero. Starting with this solution,
re¯nement can be iteratively achieved using Powell's Method.2

In case we are to project a pointr onto SP that is probably close to the surfaceSorig , e.g. if
r = pi for somei , H may be assumed to pass throughr . n can then be explicitly determined, any
iterative re¯nement becomes obsolete.

Finding g

Once H is computed, the projectionspH
i , distancesf i and weights µ(jjpi ¡ r H jj ) are known. The

polynomial g's coe±cients that minimize formula (2) can be found by equating (2)'s derivative
to zero, which leads to a system of linear equations whose size is determined by the number of
those coe±cients, i.e.

P deg( g)+1
i =1 i . It turns out, however, that third- or fourth-degree polynomials

produce su±ciently good local ¯ts and are not only quicker computed than those of a higher degree,
but also do not tend to oscillate as much.

Iterating over the pi

In both of the above steps, totals over all i 2 f 1; : : : ; ng need to be calculated. Little harm were
done if a nodepi were neglected in case its distance to the pointr , which is to be projected, is
larger than some constant sensibly de¯ned with respect to the expected minimum feature size.
In addition to being quicker, this method has the advantage of making memory requirements
independent of the size of the whole point set.

A complementary approach is to organize thepi as leaf nodes of an octree whose inner nodes
contain information about the cardinality as well as the centroid of the set of points encompassed
by its respective subtree. Instead of simply iterating through all pi , the octree is traversed in
such a way that if a node's spacial size is much smaller (by a prede¯ned factor) than its centroid's
distance to r , that centroid is used to represent all the pi it contains, otherwise the subtree is
traversed.

4 Resampling

4.1 Motivation

If, as repeatedly suggested, the pointspi sampled from the physical surface are also those that are
projected onto SP to get a new representative point set { instead of putting e®ort into carefully
choosing a set just large enough to attain the required precision {, this resulting set may have
redundant points that do not contribute any essential information to the surface's shape. For the
sake of faster rendering or other processing, it seems sensible to at least leave outthose points whose
omission leads to changes to the surface so minor that noisy measurements and theapproximative
nature of the used methods (e.g. smoothing with largeh) will most likely have created more serious
inaccuracies, anyway.

2For a beginner's explanation of this method, refer to [8].
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Figure 9: Removal of points contributing little information to the sha pe: The number of points
is continually reduced from top to bottom, light points signifying that removing any one of them
would do little harm. As more get removed, the remaining ones become increasingly essential (dark
points) and should thus not be removed to retain the original shape in su±cient detail.

Reducing the amount of points may, at best, not lose information, but adding points will
certainly not retroactively gain any as far as the original surface is concerned.Nevertheless, just
as a smaller set bene¯ts complexity issues, a denser set than the one gained from MLS projection
of the original pi may be needed for purposes like direct point rendering.

For both cases { removing `super°uous' points or ¯lling `gaps' with new ones { theauthors of
[2] propose a certain technique each that bene¯ts from the MLS approach.

4.2 Down-Sampling

As considered above, it makes sense to remove points that contribute the smallest amount of
information to the surface's shape. Having eliminated the least necessary point, the situation
would certainly have to be re-evaluated before removing the next one, as others in themissing
one's proximity may have gained considerable importance. This procedure could be iterated until
all the remaining points are vital for the shape's accuracy, or some targetcardinality of the point
set is reached.

What is needed is a way to measure the `amount of information' a point contributes, and thus
its importance. A suitable criterion for the contribution a point pi makes to the surfaceSP would
be the Hausdor® distance3 betweenSP and SP nf p i g, i.e. the surface that would have resulted had
pi not been part of P. As, however, the Hausdor® distance between both surfaces is expensive to
compute, it is preferable to estimatepi 's contribution by its distance from its own projection onto
SP nf p i g. Figure 9 shows three steps of this decimation process being applied in a two-dimensional
setting.

Possible Extensions

Note that the described method is concerned with approximately retaining the surface implied by
the resulting point set, but this is not the only essential aspect in all cases. Ifthe point set were
to be directly rendered, there would, for example, be value in achieving or retaining a homogenous
distribution throughout the surface.

Another concern is the preservation of information on a point's normal vector, or that of its
colour. In [7], the latter is incorporated into a down-sampling scheme by simply adding it to the
scheme's `importance metric'. Colour information is not treated in the MLS-reliant resampling

3The Hausdor® distance h between two sets of points A and B is de¯ned as h(A; B ) := max f h0(A; B ); h0(B; A )g,
where h0(A; B ) := max a2 A f min b2 B fjj a ¡ bjjgg is the Hausdor® distance from A to B in the euclidian case. The
latter can be summarized as being the maximal distance of a se t A to the nearest point in the other set B . For
more information on determining the Hausdor® distance betw een polygons see [5].
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Figure 10: Up-Sampling by adding points at vertices of the Voronoi diagram: Each time, that
vertex is chosen to become a new point which has the greatest distance to any of theexisting ones.

algorithms, but it should not be too hard to change this. As the MLS technique as such as
described in [6] is not limited to three-dimensional space, any of the points' properties may be
represented by extending the underlying space by one or more dimensions: In a way, proximity of
points would then also depend on their closeness in colour space.

4.3 Up-Sampling

To achieve a denser spacing among points, new ones should be continually added at that position
on the MLS surface which in the respective step is farthest away from any other point on the
surface. This procedure could then end once that farthest distance were below a certain threshold
level. As ¯gure 10 shows, the positions of maximum distance to any neighbouring point can be
found among the vertices of the Voronoi diagram constructed from the given pointset.

This very construction of the MLS surface's Voronoi diagram, however, is computationally
complex due to the surface's curved nature. An acceptable approximation of the described method
can be achieved by randomly iterating over the existing points, each time

i) deriving a `weighted tangent' support plane (or using H in case it was saved during the MLS
projection algorithm) through the chosen point,

ii) projecting the neighbouring (according to a standard to be de¯ned) points onto that plane,

iii) constructing the Voronoi diagram of those projected points,

iv) determining the diagram's vertex that is most distant to any of the project ed points,

v) projecting this vertex onto the MLS surface,

vi) adding a new point at the resulting position.

Apart from the radius of what is to count as `neighbourhood', one needs to de¯ne a termination
condition ¯tting to the randomized nature of the iteration: It could, for example, be stopped once
in a certain number of consequent picks no need was determined to add a point, since all Voronoi
vertices were close enough to their neighbours.

Figures 11 and 12 show example shapes whose number of de¯ning points were increased using
the algorithm just described.

Alternatives

Just like down-sampling involved the determination of the points' importance to omit all but the
crucial ones, it is possible to look at these levels of importance when trying to ¯nd positions where
new points should occur. Intuitively, they should be created near the most vital ones, and probably
these locations will not di®er much from the ones derived using the Voronoi approach,as points
are likely to be important when distant from others. Aspects like curvature or colour could also
be made to play a role by changing the importance metric accordingly.
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Figure 11: The e®ect of up-sampling a `wavy' torus from 800 (left) to 20 000 points (right).

Figure 12: The two pictures on the left are close-ups of the ¯gure on the right: ¯rst the result
of an unevenly sampled scan (or conversion of a mesh), then one with additional points, i.e. after
up-sampling.
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Figure 13: A point set representation of the Stanford Bunny, a splat rendering satisfying screen
space resolution, and one using MLS polynomials.

In [7], a simple convex combination of the point with the highest importance and its two
neighbours of highest importance is employed to get the coordinates of the point that should be
added to the set.

5 Rendering

5.1 QSplat's Approach

A means to provide for e±cient rendering of point sets is to store them in a hierarchical data
structure. The rendering system QSplat [12], for example, uses a tree whose leaf nodes arethe
points.4 The others represent bounding spheres, i.e. each contain information on the centre and
radius of a sphere that encompasses all of their respective subtree's points, makingit possible to
stop the tree's traversal early on in case such a sphere turns out to be entirelylocated outside the
view frustum and thus none of the points in question would have to be rendered, anyway.

Furthermore, de¯ning an average colour and a cone of normals (e.g. using a central normal
and a maximum deviation) in each node that summarizes all of the colours (if thereare any) and
normals5 occurring in its subtree, tree traversal can also be stopped early in case the sphere is
at least partially located within the view frustum: In case its cone of normals indicates that the
represented area is facing away from the viewer { and in case we are dealing with asolid object
that is not meant to be rendered `on the inside' {, it can be culled just like the spheres lying outside
of the frustum.

If both position and direction suggest that rendering should take place, yet the sphere's size
would amount to not more than one pixel in screen space, further traversal can be replaced by
rendering using the known central normal and average colour.

Rendering Leaf Nodes

The only case not treated above is that of a node whose sphere is visible, yet projects to more
than one pixel in screen space. Unless it is a leaf node, we can continue the traversal.If it is
one, however, QSplat would simply draw asplat, i.e. a square, circle, ellipse or other optionally
anti-aliased primitive approximating the size and other properties of the leaf node's sphere. For
these splats, one might use a size acknowledging the distance to neighbouring points in a way that
avoids gaps in the rendered picture.

4 In its original form, QSplat derives its data hierarchy from a triangular mesh. Point sets could, however, also
be used.

5As a point's normal we might de¯ne that of its support plane H , i.e. the plane used during MLS projection onto
which the point in question was projected as r H .
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Figure 14: Comparing mesh rendering with point set rendering: Both rows use the same mesh
consisting of 1000 vertices, yet the lower one ignores the mesh as such, i.e. renders the vertices as
points using the method described below.

Figure 15: Triangle Fans: To graphically represent a point p, it is insu±cient to render the
triangles it spans with its k nearest neighbours, as they may not be representative of its spacial
neighbourhood. Adding an angle criterion alleviates this problem:qi is now included in the `circle
of six' because it adds the splits the angle\ qi ¡ 1pq i +1 > 180± into two far smaller ones \ qi ¡ 1pq i
and \ qi pq i +1 .

In [7], triangle fans are constructed around each point in order to improve upon simply drawing
splats whose size is proportional to the distance to the respective pointp's neighbours. One could
take the k nearest neighbours and render all triangles that they span withp, yet as the situation
sketched on the left of ¯gure 15 shows,p would end up being in the resulting fan's periphery. Thus,
an angle criterion is added to the proximity requirement, namely that the k neighbours need to
be chosen in such a way that the angles the resulting triangles have atp do not exceed a certain
bound.

In the following, however, we well neither draw simple splats, nor triangles, when reaching a
visible leaf node { whose radius we set to the expected feature sizeh { that projects to more than
one pixel on the screen. Instead, as many individual new points are computed on the MLS surface
as needed.

5.2 Bene¯ts of MLS Projection

The described situation is where bene¯ts from the MLS projection come in: As opposedto QSplat,
each leaf node is supplied with the orientation of the support planeH through the respective point
and with the coe±cients of the associated polynomial used in its projection. This makes it possible
to, instead of drawing a uniform splat, sample as many additional points as needed to achieve screen
space resolution and thus have distinct information for each pixel that is to be rendered (see ¯gures
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Figure 16: A close-up of the Stanford Bunny's head, ¯rst rendered using a piecewise linear mesh,
then twice using MLS polynomial patches: The rightmost picture shows the patchesused by
assigning di®erent colours to them (note their fuzziness due to overlapping).

Figure 17: Determining a patch's extent: Points within the leaf node's sphere of radius h are
projected to the local approximative tangent plane H (left). The diameter of the resulting disc
patch, which is to encompass all those projections, is signi¯ed with a square bracket. On the right,
H is only shown over the extent of the patch, and the local polynomialg is plotted only as a dashed
line where it is not relevant for that patch.

13 and 14 to compare the resulting quality to splatting and mesh-based rendering, respectively).
In order to extend the given set of points su±ciently to cover a leaf node's extent, one could, for

each pixel, try to sensibly choose a point in object space representative of that pixel and project it
onto the MLS surface as described in section 3.3. This, however, is too slow to yield adequate frame
rates, so instead the polynomial approximations known for the points already existing close-by are
employed.

The following describes in detail the algorithm to be used for a `too large' leaf node:

i) Determining the area over which to sample new points using the current node

As we set the radii of the leaf nodes' spheres to the expected feature sizeh, we can expect
those spheres to overlap.6 It is therefore clear that there can be ambiguity concerning the
question whose leaf node's polynomial should be used to sample a new point in screen space.
The method described in this step does not eradicate ambiguity entirely, but limits it by
determining an area, called apatch, that the respective polynomial is `responsible' for, and
that has better properties than if we simply assigned it radiush.

6 Indeed there may be gaps in rendering if they do not, so potent ially some prior up-sampling according to section
4.3 is required.
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All already existing points (those obtained by projection onto the MLS surface) that lie within
the leaf node's sphere are projected onto the centre point's support planeH . The patch is
then de¯ned as the disc on the plane that is concentric with the sphere, yet is only just as
large that is contains all said projections. Its extent is shown in ¯gure 17.

This way, the patch is more likely not to include parts of the polynomial that have a high
derivative, i.e. `shoot o®', yet are not substantiated by samples in the proximity (within radius
h). As ¯gure 17 shows, there still seems to be room for improvement, as the patch is chosen to
be concentric with the sphere: A point nearH and just within the bounds of one hemisphere
will cause the patch to extend into the opposite direction as well, irrespective of that other
side's point positions and polynomial derivative.

But actually, the notion to take a disc as patch is already a change from a former method that
de¯ned the patch's extent as the bounding box of the local projections onH . Apparently, the
authors of the paper saw some point in a) switching from rectangle to disc, and b) making
the patch concentric with the respective sphere. However, even the old way produced proper
results, as can be seen in ¯gure 16.

ii) Sampling points using the patches' polynomials

Having determined the extent of the current leaf node's patch in object space, it can be
projected into image space. The pixels turning out to be a®ected could then be projected
back into object space (onto the planeH ), converted into local coordinates (with respect to
the node's central point and H ) and the polynomial be evaluated at that position (see ¯gure
18). The result of this evaluation needs to be converted back into global coordinates that can
be fed to the rendering pipeline.

For reasons of e±ciency, however, one can, instead of projecting pixels ontoH , simply map
a grid on the patch with a spacing d chosen so that, if the grid were perpendicular to the
viewing direction, the sample density would be su±cient to yield one point per pixel in image
space, at best leading to oversampling in all other cases. However, ¯gure 18 also shows that
certain combinations of the polynomial's gradient and H 's orientation can lead to variations
in e®ective sampling density. In practice, though, polynomials with problematicgradients of
more than 1 seem to be rare, as tests have shown.

The polynomials are evaluated using a forward-di®erence approach that `scans' thepolynomial
using at the appropriate spacing across the grid, de¯ned in the local coordinates' parametric
space. If the transformation from the local to the global coordinate systemis merged with the
polynomial, the points yielded by its evaluation are given in world coordinates already and
can immediately be fed to the rest of the rendering pipeline.

In order not to have to re-evaluate the polynomial whenever an ever-so-slightly higher reso-
lution is required, it seems prudent to always sample at a somewhat higher resolution than
currently needed. In addition, evaluation results may be cached, over time leading to the
build-up of a multi-resolution grid pyramid for each of the tree's leaf nodes. During periods
of a high rate of change in the required resolution, e.g. while the viewer rotates or zooms the
object, re-accessing the pyramid may be omitted, in a way `lazily' recycling thecoordinates
yielded from the most recent access.

Obviously, as not only the leaf nodes' spheres, but also their patches are still bound to overlap,
certain pixels could be rendered at least twice. The quickest choice would, of course, beto simply
skip the second time; alternatively one could use their average values.

6 Conclusion

6.1 Summary

In this seminar paper, point sets were presented to be a viable alternative tomesh-based or other
techniques to represent and render three-dimensional objects. It was shown how they can be
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Figure 18: Sampling additional points from a local polynomial: Depending onthe required resolu-
tion in image space, a grid (in this 2D example a row) of points with a certain spacing is mapped
onto the plane H , and the values of the local polynomial at those points' local coordinates are eval-
uated. The polynomials' values are converted into global object space coordinates and fed to the
rendering pipeline. The extreme `looking around the corner' involved in calculating thetopmost
pixel shows the problems that can occur for polynomials with steep gradients: Thearrows reaching
further left are to signify the intended projection into image space, yet the de-factoprojections
(smaller arrows) have erratic spacing.

² consolidated in a way that reduces noise and any other unwanted features below a certain
size,

² down-sampled so that redundancy and thus complexity is reduced,
² up-sampled to eliminate regions of de¯cient sampling density with respect to rendering, and
² rendered e±ciently and at high quality by employing data stored during the consolidation

phase,

and that they therefore indeed are a good choice as primitive for model storage and rendering,
especially considering the performance of current 3D scanning devices and image rendering hard-
ware.

Consolidation

The MLS projection algorithm projects arbitrary points onto a surface tha t itself is implicitly de-
¯ned by another set of points. If the latter are projected themselves, they are, in a way, consolidated
onto a C1 -smooth surface.

Basically, for each point to be projected, a local support plane is found as a least-squares
approximation to a tangent, and the surface itself is then approximated as a polynomial { again
using least-squares { that describes its heights over the support plane. Global smoothness is
guaranteed as theoretically, there are in¯nitely many local polynomials (onefor each point on the
implicitly de¯ned surface), and each one is smooth itself.

Perceived smoothness can be calibrated because the expected minimum feature size is used
as a parameter in the projection process, making it possible to de¯ne a threshold under which
coordinate di®erences in the original point sets are largely ignored, i.e. smoothed out.

In addition to the description of the mathematical problems that need to be solved during MLS
projection, hints are given as to how they may be e±ciently solved or approximated.

Down-Sampling

Keeping in mind that MLS methods will also be used for rendering, certain points can be considered
super°uous if neighbouring points' polynomials approximate their position su±ciently. This way,
the point set's cardinality can be reduced to just the level required to provide a de¯ned proximity
to the original surface.

Up-Sampling

Especially when the initial point set is derived from a mesh model, the given sampling density
may turn out to be too low for rendering in certain areas, i.e. where the surface is hardly curved.
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Figure 19: Multiresolution modelling makes it possible to change a representation's large-scale
features without damaging the small-scale ones: The leftmost picture is the original model, the
one in the centre the smooth base model that was deformed and re-rendered using the featuresit
was lacking to yield the new posture on the right.

By iteratively adding new points { approximated by using old ones' polynomials { at places where
they are most needed, this de¯ciency can be overcome.

Rendering

If dense enough, point sets processed by MLS projection and resampled by re-using the polynomials
from the projection can, for example, be rendered directly. Once viewed in a resolution that exceeds
that of the available point set when projected to image space, splats would traditionally have to be
used to cover the emerging gaps between points. Again employing the polynomialsfound during
MLS projection, new points can be computed on-the-°y, resulting in an improved appearanceof
the resulting image when compared to splats.

6.2 Outlook

One big advantage of the proposed handling of point sets is that this way, they are a representation
of shapes that can be used throughout those shapes' `life cycle', i.e. from a model's acquisition
by way of scanning over its processing to its actual rendering. The fact that distortions of point
sets are possible without concerns about topological changes, and that each point carries its own
information (e.g. concerning colour, as compared to a mesh that needs a texture) are aspects that
extend the used word `processing's meaning to include arti¯cial changes to the model as playfully
exempli¯ed by the editing shown in [15]. The powerful notion of multi-resolution modelling is also
not limited to the mesh case, as shown in [9], from which ¯gure 19 is taken.

In Constructive Solid Geometry, the possibility given with point sets t o merge two models by
practically only having to create their union is unmatched, although some problems with overly
smooth crossover areas may have to be addressed.

As the described rendering algorithms arguably are still comparably slow despitetheir inventors'
e®orts to cut down complexity, their time seems to be yet to come with the advent of even more
powerful graphics hardware that may perhaps incorporate some of the MLS techniques.

Extensions

The following constitutes a collection of potential improvements of the described approaches, rang-
ing from small changes to suggestions of combining MLS with complementary works.

² Topological Guarantees
The authors themselves suggest that one could focus on adding topological guaranteeslike
in the Voronoi-based approach described in [3]: In that paper, its authors triangulate an
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Figure 20: Images resulting from the application of the ray tracing technique described in [13]:
The leftmost rabbit has been rendered using 500 ray cylinders resulting in 500 circles ofa quite
large radius to show the principle. The next one demonstrates that by increasing the density of
cylinders (1900 at 75% of the radius), better realism is achieved. The `perfect' rendering on the
right features 34800 points with a relative radius of 35%).

unorganized set of sample points in a way that, given a su±cient sampling densityand error
bound, is guaranteed to be of the same topology as the surface that was scanned.

² Local Smoothing
A potent option, yet somewhat de¯ciently treated in the current version of the algorithms
is the aspect of the smoothing function and minimum size parameterh: The currently used
radial functions may need to be replaced to provide for sharp features that would otherwise
require h to be set too low for general smoothness requirements. However,h could be set
locally to partially solve this problem. Even the whole point set might be computed with a
set of di®erenth, thereby enabling multi-resolution modelling.

² Clipping of Sharp Features
Similarly to the clipping of splats in [10], the rendering of MLS-polynomial patches may also
be amended using some analogue approach.

² Con¯dence Weighting
Keeping in mind the properties listed in 3.1 that an algorithm processing a raw point set
should possess, there is one other aspect that could easily be added to the current form of MLS
projection: Individual point samples can be weighted not only according to their distances to
the projection of the point in question onto the local support plane, but also with respect to
some kind of con¯dence value. In the case of multiple scans that complement each other, as
in the consensus surfaces approach, those samples that originate from orthogonalscanning
may be assigned a higher signi¯cance in determining the local support plane or polynomial.

² Colour-Preserving Resampling
As was noted in section 4.2, an additional aspect that might be considered in thedown-
sampling algorithm is to no longer ignore colour or normals when classifyingpoints as being
important for the de¯nition of the surface or not.

² Ray Tracing
There is no reason why global illumination like re°ections should be left to meshes. In [13],
a ray tracing technique is put forward that uses cylindrical rays to intersect the point set,
not only providing realistic shadowing as shown in ¯gure 20, but also special transparencies
by scattering light within the volume whose surface is described by the given point set. In
the version the paper describes, an evenly sampled surface is a prerequisite, yet have not
only methods been described in the past sections that can help reach this requirement, but
it should also be possible to combine the two techniques at a more fundamental level.
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